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Abstract—This paper explores the critical issue of risk mitigation in the application of machine learning-
based software solutions to image classification, using chest X-rays for diagnosing bronchopulmonary dis-
eases as a case study. The research outlines the challenge of reducing the risk of diagnostic errors by imple-
menting defensive measures against adversarial attacks. Drawing on experimental data from chest X-ray
images, this study identifies the most effective machine learning methods for classification, as well as the
most threatening attacks that undermine recognition accuracy. Furthermore, it proposes countermeasures
designed to mitigate these risks. The experimental findings lead to a set of recommendations, formulated as
guidelines that integrate recognition methods, attack types, and countermeasures, aimed at minimizing the

risk of misdiagnosis.
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INTRODUCTION

In modern medical diagnostics, combined soft-
ware-hardware solutions are increasingly being used to
analyze patient data, particularly in tasks such as rec-
ognizing chest X-rays for respiratory diseases. These
solutions frequently rely on artificial intelligence tech-
nologies, specifically deep learning algorithms, to
reduce the likelihood of human diagnostic errors.
However, as the use of these methods becomes more
widespread, it opens up the possibility for adversarial
manipulation, such as intentional data noise or model
distortion, aimed at producing incorrect results. In
other words, these systems may be vulnerable to mali-
cious algorithms, which may ultimately lead to incor-
rect diagnoses.

Numerous experts, including Xiao Ying Lin, Bat-
tista Biggio, E.A. Ilyushin, D.E. Namiot, and
1.V. Chizhov, have contributed to the study of risks
posed by adversarial attacks on machine learning-
based solutions. In this article, we address the problem
of reducing the risks associated with the misclassifica-
tion of medical images, specifically chest X-rays, in
the diagnosis of bronchopulmonary diseases.

The paper is structured as follows: section 1 out-
lines the problem statement; section 2 reviews the cur-

rent state of the field; section 3 presents the proposed
approach to solving the problem; section 4 describes
the experimental research conducted on clean and
adversarial datasets; and section 5 provides an analysis
of risk indicators and proposes strategies for risk miti-
gation.

1. PROBLEM STATEMENT

Information technology in medicine has signifi-
cantly improved the efficiency of disease diagnosis by
reducing the time required to analyze medical images
and lowering the probability of incorrect object classi-
fication. However, since the methods of automated
diagnosis, device manuals, and operational descrip-
tions of medical equipment are widely known, and
a limited number of commonly used machine learning
methods are applied to data analysis, these systems
can be exposed to malicious interference. This high-
lights the importance of evaluating the vulnerabilities
of the various machine learning algorithms used in
image classification and identifying effective counter-
measures to mitigate the risk of diagnostic errors.

The objective of this study is to develop recommen-
dations for reducing the risk of diagnostic errors when
using machine learning methods for image recogni-
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tion. The task of formulating these recommendations
can be framed as a classification problem. Given: a set
of input images A (chest X-rays); a set of supervised
classification methods F', where the functionf": a — b
ensures, with an acceptable level of classification
accuracy k (k > 0.85), that there is a correspondence
between elements of sets A and B (where b is an ele-
ment of some set B). The training set can be repre-
sented as a set of pairs {(a, b)|a € A, b € B}. The ele-
ments of set ' approximate the mapping of /' across
the entire set 4.

Additionally, there exists a set of adversarial meth-
ods (attacks) F* that affect elements of sets 4, F"', and
B, distorting classification results, as well as counter-
measures F** that defend against these attacks. The
elements of f/* and f** are evaluated based on their
accuracy metrics.

The aim is to identify the accuracy metrics for F",
F*, and F** and, from the set F**, to determine the
methods that most effectively counteract malicious
attacks (elements of set F*) based on experimental
results. This will allow for the formulation of counter-
measures in the form of combinations of /', /*, and f**.

2. CURRENT STATE OF THE PROBLEM

The identification and assessment of risks, deci-
sion-making based on risk evaluation, and overall risk
management remain critical issues in the analysis and
processing of data for diagnostic purposes. The
authors of [1], referring to ISO 14971, describe risk
management as the systematic application of policies,
procedures, and practices to the tasks of analyzing,
evaluating, controlling, and monitoring risks. One
possible solution for mitigating adversarial attacks on
machine learning-based systems is the implementa-
tion of countermeasures.

A number of studies have explored the impact of
adversarial attacks on Al-driven medical systems
(MedIA). Researchers such as P.A.H. Williams,
E.J. Woodward, K.D. Apostolides, J.A. Papakostas,
D. Silver, A. Huang, C.J. Maddison, A. Guez, Lau-
rent Sifre, J. van den Driesche, J. Schrittwieser,
Io. Antonoglou, V. Panneerselvam, M. Lanthos,
S. Dileman, D. Grewe, J. Naem, N. Kalchbrenner,
I. Sutskever, T. Lillicrap, M. Leach, K. Kavukcuoglu,
T. Graepel, D. Hassabis, N. Carlini, and D. Wagner
have investigated issues related to image classification
and segmentation for various medical applications,
including retinal fundus images [1, 2], chest X-rays [3,
4], dermatoscopy [5, 6], and brain MRIs [7]. These
studies have demonstrated that adversarial attacks can
be effective under both “white-box” conditions
(where the attacker has knowledge of the target model)
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and black-box conditions (where the attacker has
access only to the model’s output data).

The authors of [8] discuss several types of attacks
on machine learning systems, including data distor-
tion during the training phase, the introduction of
erroneous data during model deployment, and manip-
ulation of the model itself.

In [9], the authors classify adversarial attacks based
on the parameters they affect (input data, network or
model parameters, and system responses) and the
stage of the attack (training, deployment, a combina-
tion of both, or hardware design). Several studies [ 10—
16] have described the characteristics of common
attack methods, summarized in Table 1.

The attacks on machine learning systems noted
above highlight a wide range of vulnerabilities that can
compromise the integrity of results generated by these
systems.

However, various countermeasures have been
developed to mitigate these risks, including network
distillation, adversarial training, adversarial detection,
input data reconstruction, and backdoor defense
mechanisms.

Network distillation. In [12], network distillation
was used to protect neural networks from adversarial
examples. Originally designed to reduce the size of
neural networks by transferring knowledge from a
larger network to a smaller one, network distillation
leverages the probability distributions that are gener-
ated by the first network as input for training the sec-
ond network.

The authors found that adversarial attacks primar-
ily target the sensitivity of networks, and they demon-
strated that using a high-temperature softmax func-
tion reduces the model’s sensitivity to minor perturba-
tions. This method was tested on the MNIST
(handwritten digit collection) and CIFAR-10 (color
image collection) datasets, showing a reduction in the
success rate of the JSMA attack by 0.5 and 5%, respec-
tively.

Adversarial training. In [11, 17], adversarial exam-
ples were generated at each training stage and incorpo-
rated into the training dataset. It was shown that
adversarial training enhances the robustness of deep
neural networks, improves regularization, and
increases recognition efficiency.

Adversarial detection. Several researchers have
focused on detecting adversarial examples during the
testing phase. In [18], binary classifiers (detectors—
small, simple neural networks tasked with binary clas-
sification) based on deep neural networks were
employed to classify input data. The authors of [19]
developed a detector to identify adversarial examples
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Table 1. Examples of common attacks

489

Attack Method

Description

Authors

Results/Conclusions

L-BFGS (limited
memory Broyden—
Fletcher—Goldfarb—
Shanno)

Designed to deceive deep neural
network models for image recog-
nition tasks. It identifies mini-
mally perceivable perturbations
within the input space, which act
as adversarial inputs

Szegedy et al. [10]

Generated adversarial
examples can be generalized
across different models

and datasets

FGSM (fast gradient
sign method)

Quickly determines the perturba-
tion direction for a given input

to increase the loss function
during training, thereby reducing
classification accuracy and
increasing inter-class confusion

Goodfellow et al. [11]

The algorithm can generate
incorrectly classified
examples

JSMA (Jacobian-based
saliency map attack)

Utilizes the Jacobian saliency
map (which estimates how input
features influence network classi-
fication) to distort inputs and
induce misclassification

Papernot et al. [12]

Achieved 97% adversarial
effectiveness by altering only
4.02% of input features per
sample

DeepFool Evaluates the distance Moosavi-Dezfooli et al. [13] Can be applied to multiclass
(i.e., model robustness to attacks classifiers by identifying
or minimum adversarial pertur- nearest hyperplanes;
bation) from an input sample produces smaller perturba-
to the nearest decision boundary tions compared to FGSM
in a multiclass classifier and JSMA

C&W’s attack (Carlini | Seeks adversarial perturbations | Carlini et al. [14] These three attacks outper-

& Wagner attacks) that minimize similarity metrics. formed others in terms

Adapts the L-BFGS attack into
an empirically driven loss func-
tion for unconstrained optimiza-
tion. Uses an iterative strategy

to remove insignificant input
features, achieving misclassifica-
tion with minimal feature
changes

of producing minimal
distortions

Z00 (zero-order opti-
mization)

Approximates gradients

of the target function with respect
to input data using finite-differ-
ence numerical estimates

Chen et al. [15]

The algorithm is more effec-
tive for attacking models that
rely on defensive distillation

Universal adversarial
perturbation

Perturbations accumulate across
individual inputs. In each itera-
tion, the perturbed input sample
is adjusted. The universal pertur-
bation is corrected based

on p-norm maximization con-
straints. The resulting perturba-
tion is applied to guide samples
toward the nearest decision
boundary of the target model.
The process repeats until a por-
tion of samples are misclassified

Moosavi-Dezfooli et al. [16]

Universal perturbations can
be generated using a small
subset of data instead

of the entire dataset
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Fig. 1. Annotated chest scans.

as an auxiliary network for the original neural net-
work.

Input data reconstruction. Adversarial examples
can be transformed back into clean data through
reconstruction, ensuring that they no longer affect the
predictions of deep learning models. Gu and Rigazio
[20] proposed a variant of the autoencoder network,
known as the deep contractive autoencoder, which
enhances the robustness of neural networks. This
noise-reducing autoencoder network is trained to
encode adversarial examples into their original form to
eliminate distortions. The defense mechanism modi-
fies pixels along each channel to maximize the proba-

bility distribution: max £(x'), x' — X., < €gefnq> Where
X

P, represents training and, €,..,q controls new alter-
ations in adversarial examples.

Defense against backdoor trigger-based attacks.
The approach developed in [21] addresses backdoor
attacks through various strategies, including filtering
potentially poisoned input data, retraining the model
to unlearn the backdoor, and disconnecting the neural
network from neurons associated with the backdoor.
The authors also explored combining these strategies
to enhance overall defense.

3. PROPOSED APPROACH
TO PROBLEM-SOLVING

The proposed approach is based on the hypothesis
that effective countermeasures can be employed fol-
lowing attacks on machine learning-based software
solutions used for image recognition in the diagnosis
of bronchopulmonary diseases. This approach
involves several key steps:

» Evaluation of image recognition efficiency:
Assess the effectiveness of recognizing clean (unal-
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tered) data using a variety of machine learning meth-
ods, including convolutional neural networks
(CNNs), decision trees, Extra Trees Classifier, Gradi-
ent Boosting, principal component analysis (PCA),
XGBoost, LightGBM, Bagging, CatBoost, Ada-
Boost, support vector machines (SVM), and logistic
regression.

» Assessment of classification methods' robustness
against attacks: Test the resilience of these image clas-
sification methods against adversarial attacks, specifi-
cally those employing zero-order optimization (ZOO)
and PGD. The selection of these recognition methods
and attack strategies is based on their widespread use
and proven effectiveness in domains other than chest
X-ray images.

» Evaluation of countermeasures’ effectiveness
post-attack: assess the effectiveness of countermea-
sures applied after adversarial examples have been
introduced. These evaluations will consider three
types of adversarial attacks:

(a) White-box attacks: Representing the worst-case
scenario, where attackers have full knowledge of the
model;

(b) Black-box attacks: The most realistic scenario,
where attackers have limited information;

(c) Backdoor trigger-based attacks: A promising
area of concern, particularly in systems like facial rec-
ognition algorithms, where interference may alter the
output.

* Formulation of recommendations: Provides
guidance on the implementation of countermeasures
to reduce the risk of malicious interference with
machine learning algorithms.

The initial dataset used for this approach consisted
of chest X-ray images [22]. The dataset, which totals
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Fig. 2. Distortions of original images after a zero order optimization attack.

206 gigabytes, includes 18000 chest scans with anno-
tations (see Fig. 1). These X-ray images are presented
in DICOM format.

From the proposed approach, a software solution
was developed in Python to evaluate the effectiveness
of adversarial algorithms and countermeasures. The
computations were performed on a computer with an
Intel Core i9 processor, 128 GB of RAM, and an
NVIDIA RTX 3080 Ti GPU.

4. CONDUCTING EXPERIMENTAL
RESEARCH ON CLEAN
AND ADVERSARIAL DATA

In this study, we evaluated the image recognition
efficiency (on clean data) using a developed software
solution for various machine learning methods,
including CNNs, extra trees classifier, decision trees,
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gradient boosting, PCA, XGBoost, Light GBM, bag-
ging, CatBoost, AdaBoost, logistic regression, and
SVM. Additionally, we compared the ability of white-
box attacks (using PGD) and black-box attacks (using
zero order optimization) to reduce the effectiveness of
image classification methods. The results of these
experiments are presented in Table 2 (column 3).

The results show that the best accuracy metrics
(i.e., successful classification rates) on clean data were
achieved by methods such as extra trees classifier,
decision tree classifier, Light GBM, bagging, and Cat-
Boost.

The experiments evaluating the vulnerability of
these classification algorithms to white-box (PGD)
and black-box (ZOO) attacks (Table 2, columns 4 and
5) revealed that common machine learning algorithms
are susceptible to adversarial attacks, though the

No.5 2024
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Table 2. Comparison of the ability of various attacks to reduce the efficiency of image classification methods

Efficiency on adversarial

Effici examples
Method/algorithm Brief description reiency
on clean data .
White box: Black box:
PGD Z0O0 attack
1 2 3 4 5
CNN ResNet-50—CNN with 50 layers 0.91 0.42 0.16
Extra trees classifier Extremely randomized decision tree classifier, 1.00 0.17 0.08

which aggregates multiple uncorrelated decision
trees for classification

Decision tree classifier | Decision trees where the target variable takes 1.00 0.22 0.35
on discrete values. Leaves represent class labels,
branches represent conjunctions of features
leading to those labels

Gradient boosting Ensemble prediction method combining weak 0.90 0.07 0.12
predictors, typically decision trees

PCA A dimensionality reduction method through 0.91 0.06 0.06
the calculation of singular value decomposition
or eigenvectors and eigenvalues of the data
covariance matrix

XGBoost Optimized distributed gradient boosting library 0.90 0.24 0.63
for machine learning algorithms

Light GBM Gradient boosting algorithm with automatic 1.00 0.35 0.16
feature selection and focus on large gradient
examples

Bagging Classification technology utilizing ensemble 0.99 0.23 0.35

algorithms, each trained independently,
and the final classification is determined
by voting

CatBoost Gradient boosting framework specifically 0.97 0.11 0.24
designed for categorical features, utilizing
permutation-based alternatives

AdaBoost Adaptive classifier where each successive 0.84 0.09 0.40
classifier is trained on objects misclassified
by previous classifiers

Logistic regression Models the probability of one of two outcomes, 0.77 0.24 0.12
using a linear combination of independent
variables

SVM Creates a hyperplane that separates data into 0.77 0.26 0.06
classes

SCIENTIFIC AND TECHNICAL INFORMATION PROCESSING  Vol. 51 No.5 2024
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Table 3. Effectiveness of defensive distillation against adversarial example attacks (accuracy metric)
Keras sequential CNN
Recognition method characteristics Image recognition method cl}arac.tepsu?s considering attacks
and defensive distillation
Training on clean data FGSM attack Car111?1 a1.1d Wagner attack
with infinite norm

Image recognition accuracy 0.91 Recognition accuracy 0.52 Recognition accuracy 0.74

on adversarial data on adversarial data

Defensive distillation characteristics

Recognition accuracy 0.80 Recognition accuracy 0.88
Table 4. Results of algorithm performance under backdoor-trigger-based attacks.

Image recognition characteristics Backdoor attack characteristics Overall dataset performance
Image recognition efficiencyon| 0.91 |Recognition efficiency 0.05 | Efficiency on the test dataset | 0.80
clean samples
Predicted class label 0 Predicted class label 1

Methods after backdoor identification
Filtering Unlearning Pruning
Effectiveness post filtering 0.75 | Effectiveness post unlearning | 0.83 | Effectiveness post pruning 0.87

degree of vulnerability varies. Figure 2 illustrates the
impact of ZOO attacks on the original images.

Countermeasures against malicious attacks. In the
context of this experimental research, we conducted
an assessment of the effectiveness of various counter-
measures against attacks based on adversarial exam-
ples and backdoor triggers.

The experiments were focused on the performance of
recognition algorithms under attack scenarios and the
effectiveness of countermeasures designed to mitigate
the impact of these attacks. For image recognition, we
utilized a Keras CNN, with adversarial attacks includ-
ing the fast gradient sign method (FGSM) and the
Carlini and Wagner attack with an infinite norm. The
primary countermeasure applied was defensive distil-
lation, which involved halving the number of filters in
each layer of the neural network to reduce the number
of trainable parameters [23]. In [24] Papernot et al.
noted that in learning a neural network it is proposed
to encode some knowledge in weight coefficients and
probability vectors created by the network. The
knowledge extracted by distillation in form of proba-
bility vectors and transferred to networks of lower size
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can be useful to improve the generalization capabilities
of the network outside the training dataset. This allows
facilitating their stability against perturbations. The
performed experimental studies (Table 3) showed that
the defensive distillation can be used as a tool for pro-
tection with a possibility of obtaining the image recog-
nition efficiency of up to 0.88.

Therefore, we can formulate a rule that includes
a combination of /', f*, and f/** for data represented by
chest X-ray images: Rule 1: IF /" = (Keras sequential
convolutional neural network f) & f* = (Carlini and
Wagner attack with infinite norm), THEN f** = (de-
fensive distillation).

Algorithm performance results considering back-
door-trigger-based attacks. When considering a com-
putational experiment using a backdoor attack, the
victim trains a CNN (Table 4). The recognition accu-
racy for images under such attacks is 0.05. Defensive
strategies include stages such as detecting poisoned
input data, creating a filter (to avoid potentially com-
promised predictions, neurons are ranked based on
their connection to the backdoor, and if the activation
function of neurons is higher than usual, all outputs
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are set to zero), rejecting infected input data, or mod-
ifying the neural network through pruning (nullifying
neurons closely linked to the backdoor until the back-
door loses its effectiveness) and unlearning (despite
the influence of backdoors, the network still outputs
the correct class label).

Upon detection of an attack (backdoor identifica-
tion), the procedures implemented significantly
improve recognition effectiveness compared to the
results under attack: filtering increases effectiveness to
0.75, unlearning raises it to 0.83, and pruning further
enhances it to 0.87. Therefore, the following rule can
be formulated: Rule 2: IF /' = (Convolutional Neural
Network) & f = (Backdoor Attack), THEN f** =
(Pruning)*.

Further experimental research into combinations
of classification methods for chest X-rays, attack vec-
tors, and countermeasures will expand the set of deci-
sion-making rules.

5. RISK ANALYSIS AND MITIGATION
RECOMMENDATIONS

The proposed approach identifies the most effec-
tive methods for image recognition using clean data,
specifically chest X-rays. The highest generalization
performance was achieved by machine learning meth-
ods such as CNNs, extra trees classifier, decision tree,
PCA, LightGBM, bagging, and CatBoost, with classi-
fication accuracies exceeding 0.9.

Key findings include:

+ A ZOO attack proved most effective against
machine learning methods such as extra trees classi-
fier, gradient boosting, PCA, LightGBM, logistic
regression, and SVM.

* A PGD attack demonstrated its effectiveness
against extra trees classifier, gradient boosting, PCA,
CatBoost, and AdaBoost, with the FGSM , reducing
the accuracy of CNNs from 0.91 to 0.52.

* Carlini and Wagner infinity-norm attack
reduced recognition accuracy from 0.91 to 0.74.

To mitigate the risks of adversarial attacks on
machine learning algorithms, a range of countermea-
sures were tested, including the protective distillation
method, which was proven effective. The experiments
showed a reduction in recognition accuracy to approx-
imately 0.88 when using a maximum epsilon value of
0.3. Similar results were observed in the case of the
Carlini & Wagner infinity-norm attack.

Backdoor triggers were found to achieve nearly
100% poisoning effectiveness. However, countermea-
sures such as filtering improved recognition accuracy
to 0.75, unlearning to 0.83, and pruning to 0.87.
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The experimental results on mitigating the risk of
erroneous diagnosis allowed for the identification of
the most effective image recognition methods under
attack conditions, as well as the appropriate counter-
measures to maintain sufficient recognition accuracy.
The identified method combinations enabled the for-
mulation of decision-making rules for risk reduction.
For example, when using the Keras Sequential CNN
for classification and encountering a FGSM attack,
defensive distillation should be applied as a counter-
measure.

CONCLUSIONS

The proposed approach for the reduction of the
risk of misdiagnosis when using machine learning-
based software solutions, along with the conducted
experimental studies, has demonstrated that a signifi-
cant portion of the selected, most effective classifica-
tion methods from other domains (such as CNNs,
extra trees classifier, decision trees, gradient boosting,
PCA, XGBoost, naive Bayes, LightGBM, bagging,
CatBoost, AdaBoost, logistic regression, and SVMs)
also achieve high effectiveness when applied to chest
X-rays. Results showed that the recognition accuracy
of these algorithms on X-ray images ranged from 0.78
to 1.00.

The studied attacks, based on common adversarial
techniques such as the FGSM, Carlini & Wagner, zero
order optimization, PGD, and backdoor triggers, were
found to reduce the classification accuracy of these
algorithms to a range of 0.34 to 1.00, thus increasing
the risk of incorrect image recognition.

It was established that the risk from these malicious
algorithms could be mitigated through the use of
defensive distillation, filtering, unlearning, and prun-
ing. The effectiveness of these countermeasures varied
between 0.75 and 0.87. These findings indicate that
these mitigation techniques can be applied to other
types of images as well.

This study has enabled the formulation of recom-
mendations to reduce the risk of misdiagnosis when
using machine learning methods for image recogni-
tion. These recommendations, aimed at minimizing
the risk of incorrect diagnosis when processing X-ray
images and facing unavoidable adversarial attacks,
highlight the most effective countermeasures.

FUNDING

This work was supported by the Russian Science Foun-
dation, grant no. 22-19-00471.

2024



MITIGATING RISK IN THE APPLICATION OF MACHINE LEARNING

CONFLICT OF INTEREST

The authors of this work declare they have no conflicts

of interest.

10.

REFERENCES

. Williams, P. and Woodward, A.J., Cybersecurity vul-

nerabilities in medical devices: A complex environment
and multifaceted problem, Med. Devices: Evidence Res.,
2015, vol. 2015, no. 8, pp. 305-316.
https://doi.org/10.2147 /mder.s50048

. Makary, M.A. and Daniel, M., Medical error—The

third leading cause of death in the US, BMJ, 2016,
vol. 353, p. i2139.
https://doi.org/10.1136/bmj.i2139

. Beinfeld, M.T. and Gazelle, G.S., Diagnostic imaging

costs: Are they driving up the costs of hospital care?,
Radiology, 2005, vol. 235, no. 3, pp. 934—939.
https://doi.org/10.1148 /radiol.2353040473

. Apostolidis, K.D. and Papakostas, G.A., A survey on

adversarial deep learning robustness in medical image
analysis, Electronics, 2021, vol. 10, no. 17, p. 2132.
https://doi.org/10.3390/electronics10172132

. Maliamanis, T.V. and Papakostas, G.A., Machine

learning vulnerability in medical imaging, Machine
Learning, Big Data, and IoT for Medical Informatics: In-
telligent Data-Centric Systems, Kumar, P., Kumar, Yu.,
and Tawhid, M.A., Eds., Amsterdam: Elsevier, 2021,
pp. 53—70.
https://doi.org/10.1016/b978-0-12-821777-1.00004-5

. Tyukin, 1.Y., Higham, D.J., and Gorban, A.N., On ad-

versarial examples and stealth attacks in artificial intel-
ligence systems, 2020 Int. Joint Conf. on Neural Net-
works (IJCNN), Glasgow, 2020, IEEE, 2020, pp. 1—6.
https://doi.org/10.1109/ijcnn48605.2020.9207472

. Mangaokar, N., Pu, J., Bhattacharya, P., Reddy, Ch.K.,

and Viswanath, B., Jekyll: Attacking medical image di-
agnostics using deep generative models, 2020 IEEE
Eur. Symp. on Security and Privacy (EuroS&P), Genoa,
Italy, 2020, IEEE, 2020, pp. 139—157.
https://doi.org/10.1109/eurosp48549.2020.00017

. Lin, H.-Y. and Biggio, B., Adversarial machine learn-

ing: Attacks from laboratories to the real world, Com-
puter, 2021, vol. 54, no. 5, pp. 56—60.
https://doi.org/10.1109/MC.2021.3057686

. I’yushin, E.A., Namiot, D.E., and Chizhov, 1.V., At-

tacks on machine learning systems—Common prob-
lems and methods, Int. J. Open Inf. Technol., 2022,
vol. 10, no. 3, pp. 17-21.

Szegedy, Ch., Vanhoucke, V., loffe, S., Shlens, J., and
Wojna, Z., Rethinking the inception architecture for
computer vision, 2016 IEEFE Conf. on Computer Vision
and Pattern Recognition (CVPR), Las Vegas, 2016,
IEEE, 2016, pp. 2818—2826.
https://doi.org/10.1109/cvpr.2016.308

SCIENTIFIC AND TECHNICAL INFORMATION PROCESSING  Vol. 51

11.

12.

13.

14.

15.

16.

17.

18.

19.

495

Goodfellow, 1.J., Shlens, J., and Szegedy, C., Explain-
ing and harnessing adversarial examples, arXiv Preprint,
2014.

https://doi.org/10.48550/arXiv.1412.6572

Papernot, N., Mcdaniel, P., Goodfellow, 1., Jha, S.,
Celik, Z.B., and Swami, A., Practical black-box attacks
against machine learning, Proc. 2017 ACM on Asia Conf-
on Computer and Communications Security, Abu Dhabi,
UAE, 2017, New York: Association for Computing Ma-
chinery, 2017, pp. 506—519.
https://doi.org/10.1145/3052973.3053009

Moosavi-Dezfooli, S.-M., Fawzi, A., Fawzi, O., and
Frossard, P., Universal adversarial perturbations, 2017
IEEE Conf. on Computer Vision and Pattern Recognition
(CVPR), Honolulu, Hawaii, 2017, IEEE, 2017, pp. 86—
94.

https://doi.org/10.1109/cvpr.2017.17

Carlini, N. and Wagner, D., Towards evaluating the ro-
bustness of neural networks, 2017 IEEFE Symp. on Secu-
rity and Privacy (SP), San Jose, Calif., 2017, IEEE,
2017, pp. 39-57.

https://doi.org/10.1109/sp.2017.49

Chen, P., Zhang, H., Sharma, Y., Yi, J., and Hsieh, C.,
Z0O0: Zeroth order optimization based black-box at-
tacks to deep neural networks without training substi-
tute models, AISec '17: Proc. 10th ACM Workshop on
Artificial Intelligence and Security, Dallas, Texas, 2017,
New York: Association for Computing Machinery,
2017, pp. 15-26.
https://doi.org/10.1145/3128572.3140448

Moosavi-Dezfooli, S.-M., Fawzi, A., Fawzi, O., and
Frossard, P., Universal adversarial perturbations, 2017
IEEE Conf. on Computer Vision and Pattern Recognition
(CVPR), Honolulu, Hawaii, 2017, IEEE, 2017, pp. 86—
94.

https://doi.org/10.1109/cvpr.2017.17

Huang, Yi., Wiirfl, T., Breininger, K., Liu, L., Lau-
ritsch, G., and Maier, A., Some investigations on ro-
bustness of deep learning in limited angle tomography,
Medical Image Computing and Computer Assisted Inter-
vention—MICCAI 2018, Frangi, A.F., Schnabel, J.A.,
Davatzikos, C., Alberola-Lopez, C., and Fichtinger, G.,
Eds., Lecture Notes in Computer Science, vol. 11070,
Cham: Springer, 2018, pp. 145—153.
https://doi.org/10.1007/978-3-030-00928-1_17

Lu, J., Issaranon, T., and Forsyth, D., SafetyNet: De-
tecting and rejecting adversarial examples robustly,
2017 IEEF Int. Conf. on Computer Vision (ICCV), Ven-
ice, 2017, IEEE, 2017, pp. 446—454.
https://doi.org/10.1109/iccv.2017.56

Metzen, J.H., Genewein, T., Fischer, V., and Bischoff, B.,
On detecting adversarial perturbations, Int. Conf. on
Learning  Representations, 2017. https://openre-
view.net/forum?id=SJzCSf9xg.

No.5 2024



496

20. Gu, Sh. and Rigazio, L., Towards deep neural network

21.

22.

YUSUPOVA et al.

architectures robust to adversarial examples, arXiv Pre-
print, 2014.
https://doi.org/10.48550/arXiv.1412.5068

Wang, B., Yao, Yu., Shan, Sh., Li, H., Viswanath, B.,
Zheng, H., and Zhao, B.Y., Neural cleanse: Identifying
and mitigating backdoor attacks in neural networks,
2019 IEEE Symp. on Security and Privacy (SP), San
Francisco, 2019, IEEE, 2019, pp. 707—723.
https://doi.org/10.1109/sp.2019.00031

Dung, N.B., Nguyen, H.Q., Elliott, J., KeepLearning,
Nguyen, T.N., and Culliton, P., VinBigData chest X-
ray abnormalities detection: Automatically localize and
classify thoracic abnormalities from chest radiographs,
Kaggle, 2020. https://www.kaggle.com/c/vinbigdata-
chest-xray-abnormalities-detection.

SCIENTIFIC AND TECHNICAL INFORMATION PROCESSING  Vol. 51

23.

24.

Hinton, G., Vinyals, O., and Dean, J., Distilling the
knowledge in a neural network, arXiv Preprint, 2015.
https://doi.org/10.48550/arXiv.1503.02531

Papernot, N., McDaniel, P., Wu, X., Jha, S., and Swa-
mi, A., Distillation as a defense to adversarial perturba-
tions against deep neural networks, 2016 IEEE Symp.
on Security and Privacy (SP), San Jose, Calif., 2016,
IEEE, 2016, pp. 582—597.
https://doi.org/10.1109/sp.2016.41

Translated by V. Tereshchenko

Publisher’s Note. Allerton Press remains neutral

with regard to jurisdictional claims in published maps

and institutional affiliations.

Al tools may have been used in the translation or

editing of this article.

No. 5 2024



	INTRODUCTION
	1. PROBLEM STATEMENT
	2. CURRENT STATE OF THE PROBLEM
	3. PROPOSED APPROACH TO PROBLEM-SOLVING
	4. CONDUCTING EXPERIMENTAL RESEARCH ON CLEAN AND ADVERSARIAL DATA
	5. RISK ANALYSIS AND MITIGATION RECOMMENDATIONS
	CONCLUSIONS
	REFERENCES

